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Abstract
Procedural texturing is commonly used to increase
visual complexity and realism in rendered scenes.
Procedural texture basis functions, such as Perlin’s
noise function, are often built on hash functions
defined over the integer lattice. These hash func-
tions are usually based on permutation tables and
have a short period. This causes procedural tex-
tures to repeat. In this paper, we present a method
for constructing hash functions with long periods.
Our method is based on techniques for construct-
ing long-period pseudo-random number generators.
The hash functions we propose are almost as effi-
cient as the traditional ones, but allow to generate
procedural textures with very large periods. This in-
creases the visual complexity and realism of proce-
dural textures, and enables robust implementations
of texture basis functions.

1 Introduction
Since the introduction of solid texturing in 1985
by Perlin [7] and Peachy [6], procedural texturing
and modeling has become an active area of research
within computer graphics. With the advent of com-
plex and realistic scenes, procedural techniques are
gaining importance and popularity [11, 1]. Because
of their widespread use, industrial-strength imple-
mentations of procedural tools are needed. Almost
all procedural methods, such as Perlin’s noise func-
tion and the procedural object distribution function
of Lagae and Dutŕe [2, 3], require some form of
pseudo-randomness. This is often introduced us-
ing a hash function defined over the integer lattice,
based on a permutation table. These hash function
have short periods (typically 256), which causes the
generated textures to repeat. In this paper we in-
troduce long-period hash functions to address this
problem. These improved hash functions increase
the quality of implementation of existing techniques
for procedural texturing and modeling, and enable

more realistic and complex scenes.

2 Hash Functions based on Permuta-
tion Tables

Traditional hash functions are typically based on
permutation tables. A permutation tableP of size
N contains a random permutation of the integers
0, 1, . . . , N − 1.

A random permutation of the elements
0, 1, . . . , N − 1 can easily be computed by
starting with the permutation{0, 1, . . . , N − 1},
and then exchanging theith element with a ran-
domly selected element from the firsti elements,
for i in 0, 1, . . . , N − 2 [9].

A one-dimensional hash functionhash is then
defined as

hash(x) = P [x%N ], (1)

wherex is an integer,P [i] denotes theith element
of P , and% indicates the modulo operation. The
hash function is a periodic function with periodN .
The range of the hash function isN .

A two-dimensional hash functionhash can be
defined using two permutation tablesPx andPy of
sizeN

hash(x, y) = (Px[x%N ] + Py[y%N ])%N. (2)

The hash function is a periodic function with period
(N, N). The range of the hash function isN .

In order to avoid the storage of two permuta-
tion tables, the same permutation table is often used
twice

hash(x, y) = P [(P [x%N ] + y)%N ]. (3)

This is also a periodic function with period(N, N)
and rangeN . This technique extends to multiple
dimensions and is used to implement Perlin’s noise
function [7, 8], the procedural object distribution
function of Lagae and Dutré [2, 3], and has several
other applications.



3 Long-Period Hash Functions based
on Permutation Tables

The key observation for constructing long-period
hash functions is that hash functions based on per-
mutation tables are periodic functions, and that the
addition of periodic functions yields a new periodic
function with a larger period.

A one-dimensional long-period hash function
hash is defined as

hash(x) =

(

M
∑

i=1

Pi[x%Ni]

)

%Nj , (4)

where x is an integer,P1 . . . PM areM permutation
tables with sizeN1 . . . NM , andNj is one of these
sizes.

A two-dimensional long-period hash function
hash is defined similarly

hash(x, y) =

(

M
∑

i=1

Pi[(Pi[x%Ni] + y)%Ni]

)

%Nj .

(5)
We also call these long-period hash functions

combined hash functions.
A similar technique was used by L’Ecuyer [4]

in 1988 to construct a long-period pseudo-random
number generator by combining several linear con-
gruential generators. However, with the advent of
recent pseudo-random number generators [5], this
technique has largely become obsolete in its origi-
nal context.

3.1 Period and Range

The period of a combined hash function is the least
common multiple of the periods of the combining
hash functions. In order to maximize the period of
the combined hash function, the periods of the com-
bining hash functions should be relatively prime.

The range of the combined hash function is de-
termined by the final modulo divisorNj , which is
one ofN1 . . . NM . Note that, in contrast with tra-
ditional hash functions, the range and period of the
combined hash functions is different.

3.2 Distribution

Traditional hash functions produce uniformly dis-
tributed values over the integer lattice, and most
applications of these hash functions rely on this
property. The following theorem shows that com-
bined hash functions will also produce uniformly
distributed values.

Theorem 1. If X1 . . . XN are N independent dis-
crete random variables, such that X1 is uniform be-
tween 0 and d−1, where d is a positive integer, then

X =

(

N
∑

i=1

Xi

)

%d (6)

follows a discrete uniform probability law between
0 and d − 1.

Note that there are no requirements on the dis-
tribution of the variablesX2 . . . XN . This theorem
was first hinted at by Wichmann and Hill [10], and
proved later by L’Ecuyer [4].

For long-period hash functions, all combining
hash functions are uniformly distributed. There-
fore, the final modulo divisorNj can be any one
of N1 . . . NM .

However, some care must be taken in selecting
the appropriate permutation table sizes. Suppose
a combined hash function is build from a permu-
tation table of size 128 and a permutation table of
size 3. The period of the combined hash function
is 384. However, if the final modulo divisor is 128,
then the period will contain three almost identical
parts. This is because the ranges of the two com-
bining hash functions are too different. Note that,
if the final modulo divisor is 3, this will not be the
case. From this, we learn that the sizes of the per-
mutation tables should not differ too much.

3.3 Efficiency

The time needed to evaluate a combined hash func-
tion is roughly proportional to the number of com-
bining hash functions. This does not mean that an
application that uses a long-period hash function
consisting ofN combining hash function will be
N times slower than the same application using a
traditional hash function. In most applications, the
evaluation of the hash function is only a small part
of the total computation time. Also note that com-
bined hash functions typically have a smaller mem-
ory footprint, which improves the cache efficiency
of multiple permutation table lookups.

3.4 Design

The design of a combined hash function is deter-
mined by four factors: the required range of the
hash function, the period of the hash function, the
memory footprint of the combined permutation ta-
bles, and the time needed to evaluate the hash func-



(a) (b)

Figure 1: Two-dimensional Perlin noise generated using
(a) the hash function proposed in [8] and (b) the long-
period hash function proposed in this paper. As expected,
the two images have the same appearance. However, the
noise function on the left repeats every 256 units, while
the noise function on the right has a period of 739.024.

tion. We recommend the strategy outlined below to
design a long-period hash function.

First, determine the required range of the hash
function. This fixes the final modulo divisorNj and
thus the size of one permutation table.

The required range of the hash function is typ-
ically small. For example, Perlin’s noise function
[8] uses the lower 4 bits of the hashes (16 values)
to choose amongst one of 12 vectors at each inte-
ger lattice point. The procedural object distribution
function of Lagae and Dutré [2, 3] uses the hash
function to choose a random color at each integer
lattice point in order to construct a random Wang
tiling or corner tiling. The number of colors is typi-
cally very small (2, 3, 4, 6 or 8).

If the range of the hash function is too small, or
if the range should be adjustable at runtime, for ex-
ample for the texture basis function of Lagae and
Dutré [2, 3], then use a multiple of the range of the
hash function and apply an additional final modulo
divisor.

Next, choose a number of permutation table sizes
for the rest of the combining hash function. The
sizes should not differ too much, in order to ensure
a uniform distribution. The sizes should also be rel-
atively prime, and as close as possible, to maximize
the period. An easy way to choose the permutation
table sizes it to take the primes closest to the range
of the hash function. If the primes are not a factor
of the range, then the period of the combined hash
function will be the product of the permutation table
sizes.

The number of permutation tables will determine

Figure 2: A tiling generated with the long-period hash
function proposed in this paper..

the time needed to evaluate the hash function, and
the joint size of the permutation tables will deter-
mine the memory footprint of the hash function. Pe-
riod length can be traded for evaluation time and
memory footprint.

4 Examples
In this section we propose long-period hash func-
tions for Perlin’s noise function [7, 8] and for the
procedural object distribution function of Lagae and
Dutré [2, 3].

4.1 Perlin Noise

As mentioned in the previous section, the required
range of the hash function is 16. For the sizes of
the other permutation tables we select the primes
11, 13, 17 and 19. The period of the combined hash
function is11×13×16×17×19 = 739.024. The
size of the combined permutation table is11+13+
16+17+19 = 76. Compared to Perlin’s implemen-
tation [8], the period is increased with a factor of al-
most3000, the memory footprint is decreased with
a factor of almost3.5, and the evaluation time is
increased with a factor of about5. The total evalua-
tion time of the modified noise function is increased
with a factor of about2.5. Figure 1 shows the origi-
nal and the modified implementation. As expected,
the two images have the same appearance. Figure 3
shows an example implementation of the combined
hash function. Note that all the permutation tables
are packed into a single array.

4.2 A Procedural Object Distribution
Function

We select 24 for the range of the hash function. By
applying an additional modulo divisor at runtime
we are able to adjust the range of the hash function
to 2, 3, 4, 6, and 8. For the sizes of the other permu-
tation tables we select the primes 17, 19, 23, 29, 31



1 int p[76];

2

3 void randomize()

4 {

5   for (int i = 0; i < 11; ++i) {

6     p[i] = i;

7   }

8   for (int i = 0; i < (11 - 1); ++i) {

9     int j = i + (std::rand() % (11 - i));

10     std::swap(p[i], p[j]);

11   }

12

13   for (int i = 0; i < 13; ++i) {

14     p[11 + i] = i;

15   }

16   for (int i = 0; i < (13 - 1); ++i) {

17     int j = i + (std::rand() % (13 - i));

18     std::swap(p[11 + i], p[11 + j]);

19   }

20

21   for (int i = 0; i < 16; ++i) {

22     p[24 + i] = i;

23   }

24   for (int i = 0; i < (16 - 1); ++i) {

25     int j = i + (std::rand() % (16 - i));

26     std::swap(p[24 + i], p[24 + j]);

27   }

28

29   for (int i = 0; i < 17; ++i) {

30     p[40 + i] = i;

31   }

32   for (int i = 0; i < (17 - 1); ++i) {

33     int j = i + (std::rand() % (17 - i));

34     std::swap(p[40 + i], p[40 + j]);

35   }

36

37   for (int i = 0; i < 19; ++i) {

38     p[57 + i] = i;

39   }

40   for (int i = 0; i < (19 - 1); ++i) {

41     int j = i + (std::rand() % (19 - i));

42     std::swap(p[57 + i], p[57 + j]);

43   }

44 }

45

46 int hash(int x, int y)

47 {

48   return (p[     ((p[      x % 11]  + y) % 11)]

49         + p[11 + ((p[11 + (x % 13)] + y) % 13)]

50         + p[24 + ((p[24 + (x % 16)] + y) % 16)]

51         + p[40 + ((p[40 + (x % 17)] + y) % 17)]

52         + p[59 + ((p[59 + (x % 19)] + y) % 19)]) % 16;

53 }

Figure 3: Implementation of the combined hash function
for Perlin’s noise function.

and 37. The period of the combined hash function is
17×19×23×24×29×31×37 = 5.930.659.848.
Note that this is more than the 32-bit integer range.
The size of the combined permutation table is only
17 + 19 + 23 + 24 + 29 + 31 + 37 = 180. Fig-
ure 2 shows a tiling generated with this hash func-
tion. The supplemental video shows that also in
very large tilings, no repetition is visible.

5 Conclusion

In this paper we have constructed long-period com-
bined hash functions, using a technique originally
introduced in the context of pseudo-random number
generators. Because of their widespread use, pro-
cedural techniques require robust implementations.
We believe that long-period hash functions help to

accomplish this.
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